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2 data
American National Election Studies (ANES) conducts surveys tracking vot-
ers’ beliefs and voting patterns. We used the ANES Time Series Cumulative
Data File [7], which includes questions asked in the ANES cross-sectional
studies in at least three different studies since 1948. This is perhaps the most
comprehensive microdata on political beliefs and behavior in the United
States available.

The data file contains 55,674 individuals and tracks 952 variables, all from
the 1948 to 2014 period every two years (all election years). While this ini-
tially looks very good, the survey has changed considerably over time. The
implication is that the majority of these 952 variables have a lot of missing
information; in fact, the most common value for many of these variables is
NA. Many of these variables are also very similar; they are different varia-
tions of a question that track what amounts to the same characteristic. Thus,
while the data is well structured, there was still cleaning that needed to be
done.

We decided that we would have to manually decide what variables we
should and should not use, since otherwise the task of deciding what vari-
ables to include as predictors would be hopeless. We made two passes over
the list of variables to reach a final decision of what to include. In the first
pass, we printed out a list of the variables and their meaning, read through
it, and decided which variables would be relevant to political party affilia-
tion, were general enough to be included in most (if not all) surveys, and
provided good detail. After this first pass narrowed down the list of vari-
ables to consider from 952 variables to 282, we made a second pass where
we also accounted for how much information was missing. We decided that
if more than 30% of the information was missing, the variable should not be
included. Only a handful of variables passed this second test.

Our final list of variables with which we seek to predict political party
affiliation (the variable party) is:

yrstdy The year the study was conducted.

agegrp The age group in which an individual falls, which are 10-year
groups with the exception of the 17 to 24 and 75 to 99 age groups.

gender An individual’s gender.

ethnorace An individual’s self-identified race/ethnicity.

urbanism Whether the individual lives in an urban area.

cenreg The Census region an individual lives in, which consists of the
Northeast, North Central, South, and West regions.

incomegrp The income group an individual falls in, which is considered
in terms of which income percentile an individual falls.

occupgrp The occupation group an individual falls in.
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workstus The individual’s occupational status (employed, unemployed,
etc.).

unionmemb Whether the individual is a member of a union.

religgrp The religious group an individual falls in (Protestant, Roman
Catholic, Jewish, and "other").

educ An individual’s education level.

maritsts An individual’s marital status.

sclgrp The individual’s self-identified social class, such as lower class,
working class, middle class, etc.

polint The individual’s interest level in politics.

voteinflu Whether an individual tried to influence the vote of others dur-
ing a campaign.

polmtg Whether an individual attended political meetings or rallies during
a campaign.

partywrk Whether an individual worked for any political party or candi-
date during the campaign.

poladvrtz Whether an individual had a button or sticker (i.e. advertising)
for a political candidate during a campaign.

poldonate Whether an individual donated money to a party or candidate
during a campaign.

poltvwtch Whether the individual watched TV programs about election
campaigns.

pastbetter Whether the individual self-identified as being economically
better or worse off in the past year.

nextbetter Whether the individual believes they will be economically bet-
ter or worse off in the future.

In all, there are 26 variables that we decided to use to predict politi-
cal party affiliation, much less than the initial 952 variables or even the
narrowed-down list of 282.

There was still missing information in these variables. Sometimes the
variable’s information was coded as "DK; NA; Refused to answer", in which
case we made no change ("DK" or "Refused to answer" may contain mean-
ingful information). If this was not accessible, we decided to randomly fill
in the information. When deciding the probability distribution that would
fill the data, we decided to use P (variable has value|party); in other words,
it uses the empirical probability distribution associated with a variable for
a given political party. Our hope was to preserve some of the information
associated with a political party that the variable contains. For example, the
naïve Bayes algorithm should still produce the same probabilities using this
method as it would if we did not fill in the missing information. Admittedly,
this is a crude (though not the crudest) way to fill in missing information,
but hopefully the impact on the end result will be minimal.

There is one variable that is being predicted, party. In the ANES dataset,
this is a variable with four categories: Democrats, Republicans, indepen-
dents, and DK/NA/other/refused. We have decided to include only Democrats
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Classifier Accuracy Rate
Logistic Regression 65.19%
Naïve Bayes 65.37%
Decision Tree 66.98%
Decision Forest 69.44%

Table 1: Accuracy rates of different classifiers

and Republicans; independents and others are not included. This allows for
binary classification. When all is said and done, there are 47,611 observa-
tions remaining.

We separated our data into a test set and a training set. The test set is
randomly selected from the original data file and has 4,761 observations, or
one tenth of all the data. The training set has the remaining 42,850 observa-
tions. We do use cross-validation in the training set and typically divide it
up into 10 folds, but these folds are not fixed (we do not believe that using
fixed folds offers any advantage).

3 learning classifiers
We ultimately want the best classifier for predicting an individual’s political
affiliation. We considered four classifiers: decision trees, decision forests,
naïve Bayes, and logistic regression. For the decision forest, we used cross-
validation to determine how many trees to grow and how many nodes the
trees should be allowed to grow to. Once we chose our hyperparameters
(we decided on 100 trees with no restriction on the number of nodes), we
determined each classifier’s accuracy using cross-validation. The classifier
with the highest accuracy would be the classifier chosen, and the one we
ultimately implement on the test set.

We used the statistical software package R for our analysis [6], and sev-
eral R packages containing the algorithms for training classifiers and other
useful tools. The rminer package contains valuable diagnostic tools [1] and
caret contains functions for handling the data, such as splitting the data
into folds [2]. The package e1071 has a function that trains a naïve Bayes
classifier [5], C50 has a function to train decision trees [3], and randomForest

has functions for training decision forests [4]. All of these also contain func-
tions for using the learned classifiers for making predictions, which can then
be diagnosed using functions included in rminer.

Table 1 shows the accuracy of each classifier, as determined via cross-
validation. None of the accuracy rates are completely satisfying; not one has
an accuracy rate of even 70%. Of our choices, though, it seems the decision
forest best predicts individuals’ political party. This was the classifier we
chose.

We trained a decision forest classifier on the entire training set. Once done,
we checked the resulting classifier’s accuracy on the test set and found it was
68.75% accurate, which was close to the accuracy of the classifier found via
cross-validation.
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4 conclusion
Our analysis is not perfect, and we are not very satisfied with the end ac-
curacy of the "best" classifier. If we were to continue with this project, we
would consider doing things differently.

One area we may consider revising is filling in missing information. While
the method used is less blunt than using the most frequent label, a more
ideal solution may randomly assign labels using a probability distribution
that accounts for all information available about an observation, not just
the observation’s label. A fractional labelling scheme might also be investi-
gated, although this sounds very difficult to implement especially without
developing new packages for handling fractional labels.

Another area we may consider changing is the label space. We have been
classifying people into being either a Democrat or a Republican, but in the
real world there are a considerable number of independents, who do not
identify with either the Democratic or the Republican party. We may con-
sider allowing the label to be multivariate, identifying an individual as being
Democrat, Republican, or independent. This would account for a broader
population than simply the population that identifies with one of the major
political parties. (While third parties do exist, there membership is so small
that we do not strongly feel that a learning algorithm has to identify them.)

We considered four classifiers in this paper: decision trees, decision forests,
naïve Bayes, and logistic regression. Two of these classifiers (naïve Bayes and
logistic regression) require that the data be linearly separable. Given how
poorly the classifiers perform, we may want to consider the possibility that
the labels are not linearly separable. The other two classifiers (decision trees
and decision forests) can learn complex hypotheses, which makes these clas-
sifiers prone to overfitting. We may want to consider that none of these
classifiers can truly describe data of this nature, and we should consider
other classifiers. One classifier not considered was an SVM classifier; how-
ever, given how poorly classifiers requiring linear separability performed,
we doubt that SVM would do considerably better. We think that classifiers
from an entirely separate family may need to be considered.

It is possible that the variables we have included are not enough to be able
to predict political affiliation. Our variables largely describe demographic
characteristics, with a few describing political engagement and activity. Per-
haps a better classifier would use variables that describe political beliefs;
this would likely improve accuracy, since beliefs tend to encourage affili-
ation with one party or another. The ANES dataset does have variables
describing beliefs, but we were very concerned about how much informa-
tion was present in the dataset. A better approach may be to have an al-
gorithm somehow decide which variables to include rather than manually
select them, and also somehow develop a way to include the variables we
were excluding because of missing information. We may also consider find-
ing an entirely new dataset rather than the ANES dataset, though this other
dataset would be of a completely different nature and thus demand a dif-
ferent approach (the ANES data is believed to be the best survey about U.S.
politics).

With that said, we believe that we have taken a step in the direction of
being able to classify this type of data. Linear classifiers do not seem to
do as well as a decision forest, which is an ensemble classification method.
This suggests we may need to consider other types of classifiers.
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